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We will answer these questions:

@ Under what condition does Jacobi converge?
@ How are Jacobi and GS coded in practice?

@ What are sparse matrices?

@ Why is sparsity important for iterative solvers?



Jacobi and GS

Jacobi lteration

2®) = k=1 L p1,=1).

Gauss-Seidel Iteration

x® = x®=D 4 (D 4 cp) kD

We saw that Jacobi was working for this example:

i !

Does Jacobi and GS always work?
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Convergence |
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Ax=1D> I

@ Direct Solver: Each step works toward the exact solution x*
~ Too expensive for large problems

Cost = O(n®)
@ Iterative Solver: Each step improves the entire solution vector
xK) _y ylet1)
» Must worry about convergence

lim ¢® =0

k—o0

Key Idea
Convergence is always a concern for iterative methods.

[m] =5 =




The k' error vector is
k) = x = x

where x* is the exact solution to Ax = b

The k' residual vector is

B =p— Ax®

They are related to each other

) =p— Ax®
= Ax* — AxW)
= Ae®

JC

s = =



@ Start with the iteration

x(k) :x(k 1) + Q_lr k—1)
@ Subtract from the exact solution

k

x* — xk)
@ Substitute e®) = x

— =) )
k) and k=1 = Aelk—1)
o) — plk=1) _ =14,(-1)



@ Start with the iteration:

20 = 1) =1 (1)
@ Subtract from the exact solution:

— x(k) =y — x(kfl) _ Qflr(kfl).
@ Substitute e = x* — x®) gand k=1 = Aelk—1);

eF) = o) _ 91 4,k-1),

ek — Tplk—1).

T:=1-Q'A.
=} = E E 9DaAC
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@ Apply the error relation repeatedly:

eM) = Tpl=1) — 72(k=2) — ... — Tke(0),

@ Using a compatible vector norm and its induced matrix norm:

le® | = T

< T e

~
< AT e

IT|I <1

—

le® ] — 0.




le™ | < I TIlle.

@ If ||T|| < 1, convergence is guaranteed

@ If |T|| > 1, this bound is inconclusive.

As long as Q is chosen in a way that

II-Q7'Al <1
stationary solvers will converge.
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A stationary iterative solver x¥) = x(*=1) 1 Q=1,(k=1) will diverge if

II-Q7 A >1

Since error decreases like

k = k
le™ ] = [I1—Q~ Al ™

the quantity ||I — Q'A|| acts as the convergence rate.

The smaller this number is ||l — Q' A|, the faster the iteration converges.
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Convergence Rate

@ The quantity
r(Q) = I-Q Al
depending on Q controls how quickly the iterative method converges

@ Choices for Q
» Jacobi Q=D
»GSQ=D+C,
» There are several more but we focus only on these two

> How many FLOPs do each method cost per iteration?
> Which method has a lower value of (Q)?
> Which method has a lower runtime?

> Does the size of the matrix matter for convergence rate?
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Convergence Example

Will Jacobi iteration for the matrix

A:

converge or diverge?

@ We know that for Jacobi iteration

300 /3 0 0
Q=10 3 0/ Q'=|0 1/3 0

00 2 0 0 1/2
@ We have
1 0 0 1 —-1/3 0 0o 1/3 0
I-Q'A=10 1 o|-|-1/3 1 -13|=[1/3 0 1/3
00 1 0o 12 1 0 12 WM
@ |- Q'Al =2/3<1 = convergent
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Definition: Definition: Diagonal Dominance
An n x n matrix A is strictly diagonally dominant if

n
lagl > Y lag]

j=Lj#i
for all i.
Example:
3 -1 0
A=|-1 3 -1
0o -1 2

@ Row 1: 3] >|—1]+10|=1

@ Row2: 3| >|—-1+|—-1=2

@ Row3: 2| >0/ +|—-1]=1

@ Therefore, A is diagonally dominant
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If A is strictly diagonally dominant, then the Jacobi and Gauss-Seidel methods
converge for any initial guess x0.

Key Idea
Checking the convergence criterion

II-Q7'Al <1

can be a hassle. Checking for diagonal dominance is much faster and will
guarantee convergence.
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@ For Jacobi, since T = [ — D~'A, the diagonal elements are always zero

@ The infinity norm is therefore the largest sum of the remaining values

la;i| > Z laj;|

j#i

ti =0,

Tl = max =220
1

la;il




Component-Wise Implementation |
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—— Cholesky
Band Cholesky
1w —— Jacobi

| som .. ageottheuniverse (?) 7

10"k —— Optimal

107 B0 years

w0t 1 day

_oneminnte T

Estimated Required Solution Time (s)

= o = A



@ Every stationary iteration needs a correction:

Q) =B kD) = ) g ()

@ Jacobi: Q=D.
@ Gauss-Seidel: Q =D + C;.

All vectors and matrices created in Matlab requires RAM. I




H X O R
1]

or

end

A is loaded

diag(diag(A));

x0;

k = 1l:kmax

r = b - A*x;

if norm(r) <= tol
break

end

% Jacobi:

build diagonal matrix

@ Matrix A
@ Matrix Q
@ Vectors x, r, and ¢




@ Use the command whos to see how much memory a variable costs

>> A = zeros(10000,10000);

;

2

3| >> whos A

4 Name Size Bytes Class
Attributes

5 A 10000x10000 800000000 double

@ A 10,000 x 10,000 matrix takes up 800 Megabytes of RAM

@ Even the zeros take up memory
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Checking Memory

@ Use the command whos to see how much memory a variable costs

>> A = zeros(10000,10000);

>> whos A
Name Size Bytes Class
Attributes
5 A 10000x10000 800000000 double

NN T SR

@ A 10,000 x 10,000 matrix takes up 800 Megabytes of RAM

@ Even the zeros take up memory

What if A is 1,000, 000 by 1,000, 000?
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@ Suppose A is 10° x 10°.

@ Each number in A is stored in FP64 — each number is 8 bytes

@ Any variable created in Matlab takes up Dynamic Random Access
Memomory (DRAM)

@ Storing another dense double-precision matrix Q requires

8(10°)% bytes = 8 x 10'? bytes =| 8 TB of RAM

memory limitations

We need a way to an alternative way to program iterative solvers due to
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Don’t have enough memory to construct Q. I
Code the action of Q! rather than the actual matrix. I

@ Instead of D10 like this:

1| D\b

We can code the action of D~'b in a loop

for i = 1:n

b(i)/A(i,1)

N

3| end

Z
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Qe = 6 et 1) _ o) 4 (B,

Key ldea
We can solve Qc = r without storing Q separately.




x* D = _pD=1((Cp + Cy)x® +b)

Fori=1,2,...,n

n
(k+1) _ @\ (k) bi
X; = Z ( ) X+ e

a
j=ljzi > "

@ Both are equivalent forms of Jacobi iteration
@ Component-wise form does not require D, Cy, Cr.
@ The component-wise form is meant to be written a loop



x® =—(D+C) eV + (D+Cp) !

Fori=1,2,...,n

i—1 n
k) y LAWES y @G\ k-1 bi
x == == || g8 = = |} ¢ —
' = (“ii) J g (“") I +aii

@ GS also has a component-wise form



Sparsity




Definition: Sparse Matrix

@ A matrix is sparse if most of its entries are zero.

@ Many useful applications
~ Differential equations.

> Circuits and networks.

@ Let A be n x n. We assume each row has m < n nonzeros.
» Structural engineering.

@ Example: Tridiagonal Toeplitz Matrix
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@ Blank entries are zero.

@ At most m = 3 nonzeros per row.

@ Only 3n — 2 nonzeros out of n? entries.

Why store all those zeros? l
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Store all n? entries, including zeros.

Memory = O(n?).

Store nonzero values and indexing information.

Memory = O(mn),
where m is the maximum number of nonzeros per row.
Key ldea

If m stays fixed as n grows, storage grows linearly.
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@ gallery() - construct various types of matrices
> doc gallery for details

@ numel (A) - number of elements in A

@ nnz(A) - number of non-zero elements in A
@ sparse(A) - create a sparse version of A

@ full(A) - create a dense version of A

@ whos A - view memory size of A

>> A = gallery(’clement’,5) % dense 5x5 Clement matrix
A =

(== — I ]
@2 we R
[=J S I S Ry—)
R @ weee
(= — I — ]

>> fprintf(’Sparsity ratio: %.2f\n’,nnz(A)/numel (A))
0| Sparsity ratio: 0.32

"~ Takahashi UNM) Math/CS 375 [



i|> A = gallery(’clement’,5);

2| >> whos A

3 Name Size Bytes Class Attributes
4 A 5x5 200 double

5

5| >> A = sparse(A)

7|A =

8 (2,1 4

9 (1,2) 1

10 (3,2) 3

" (2,3 2

12 (4,3) 2

13 (3,4) 3

14 (5,4) 1

15 (4,5) 4

16

17| >> whos A

18 Name Size Bytes Class Attributes
19 A 5x5 176 double sparse
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>> A = sparse(A)
A =

2,0

(1,2)

(3,2)

2,3)

4,3

3,4

(5,4)
10 (4,5)

© ©® N o o B~ O N =

AR W NN WR D

@ A sparse matrix in Matlab is stored as a pair between index and value
@ For example, the first line (2,1) 4 means Ay =4

Key ldea
Zeroes do not take up memory!

=T
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@ Elimination-based solvers can create new nonzeros.

A is sparse =» L, U are sparse
Definition: Fill-in

If a direct solver creates non-zero elements in the factorization where there
were originally zero elements, it is called fill-in.

@ Fill-in increases memory cost.
@ Reordering may reduce fill-in.

Key Idea
Direct solvers are not the most suited for handling sparse A matrices.
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@ Consider what happens if you attempt LU factorization on the matrix

4 -1 . -1
4 4
A=|.
4 4

@ This matrix has exactly 3n — 2 non-zero elements out of n?
@ But after one step of GE

4 -1 -1 -1

4 - 1 0 5 1 1

4 4 1 1
_ .10 5

4 4 0 1 1 5

@ This is fill-in
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Sparsity for lterative Solvers |
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11

12

13

Make A and Q Sparse

xR

is loaded as a sparse matrix

n = size(A,1);

Q = spdiags(diag(A), ®, n, n); % for Jacobi
% Q = tril(A); % for GS

x = x0;

for k = 1:kmax
r =b - A¥*x;
if norm(r) <= tol
break

c = Q\r;
X = X + C;
end

@ For iterative solvers, let Q be sparse
@ You can operate with Q as if it's a regular matrix

What is the bottleneck here?
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@ Each row computes a dot product:

(Ax)i = lei]‘x]‘.
j=1

@ Sparse operations skip the zero entries:

(Ax)i = Z aijX;j-

j: lli]';fo

——
TOWS  work per row

Key ldea

Calculating » = b — Ax normally costs O(n?) but only O(nm) if it's sparse.
™
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@ Assume at most m nonzeros per row.

r=>b— Ax cost: O(mn).
Jacobi: Dc=r
Gauss-Seidel:

O(n)

(D+Cp)c=r O(mn)
@ Updating x + x + ¢ costs O(n).
Key Idea

operations.

Both methods cost O(mn) per iteration when implemented with sparse
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xE ) =D (— (Cp + Cy)x™® +b
D (=[G +Cu) )

O(n) O (mn)

@ Inversion: O(n)
@ MatVec Multiplication: O(mn)

) = (D + €)™ (Cux®™ +b)
%,_/ %/_/
O (n?) O (mn)

@ Inversion: O(n?)
@ MatVec Multiplication: O(mn)




@ Suppose we need K iterations to reach our tolerance.

O(mn) x K

= O(mnK).
cost per iteration  iterations
@ Sparsity makes each iteration inexpensive.

@ Slow convergence can still make the solve expensive.
@ K may increase as the problem grows.

‘cz
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@ Costis O(n
@ May cause F|II-|n
@ Each iteration is O(mn)
@ Costis O(mnK) in total

Iterative solvers are excel in particular over direct methods if A is sparse




Key Takeaways on Sparsity

@ Sparsity is everywhere: Many scientific and engineering applications
naturally lead to sparse matrices.

@ Direct solvers don’t utilize sparsity: LU factorization causes fill-in,
increasing storage and computational cost.

@ lterative solvers preserve sparsity: They operate only on nonzero
entries, leading to lower FLOPs and memory use.

@ For large problems, iterative solvers scale better: They maintain
efficiency even as n grows.

IV
4]
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@ Suppose it takes K iterations of Jacobi to get an acceptable answer.
Does K depend on the size of the matrix?

@ Which method is faster, Jacobi or GS?
@ Which is faster? The vector-update form or the component-wise form?

@ Are there other iterative solvers besides stationary iterative solvers?
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